
Monitoring resources and changing kernel settings

Monitoring Resources

Four is the magic number when it comes to resources. There are four major resources. There 
are four places where the settings of these resources are persistently set. After reviewing 
this section you will likely be so disappointed with the default configuration of Linux that 
you want to take four Advil (TM) and before you actually do anything to changes the settings 
of your system you want to benchmark what the current performance of the resources are 
doing...  before you do anything.

This section is all about getting information from the system. There are many utilities to help 
us with that. Here are a few of them for the different resources.

CPU

The Central Processing Unit, chip, processor, etc. is the workhorse of the system. The unit of 
measure we use for the CPU is Hertz (Hz, or cycles per second). Ever cycle of the cpu carries an 
instruction to be accomplish. Therefore, we ought to be most concerned with the efficiency 
of cycles on the CPU. A 3 GHz processor is not uncommon today. Many times a system will be 
equipped with two or four of these processors.

Real-time output from the kernel gives us a lot of information about our CPU.

# cat /proc/cpuinfo

The above command the solicits cpu information from the kernel.

# ps axo comm,pid,%cpu

The above command wiill also show how much of the processor’s resources each processes is 
using.  

Memory

There are different kinds of memory. Physical RAM is what most people refer to as memory. 
Swap space is hard drive storage that has been dedicated to the overflow memory. Virtual 
memory has theoretical limits and maps filesystem usage to other memory. The philosophies 
that seems to work best for most administrators are 1) the more RAM, the better. 2) to have 
between 8 and 12 Gigabytes of swap space, but try not to use any of it. 3) the default settings 
are for stability, not performance.
Some commands that can be used to monitor memory are:



# cat /proc/meminfo

# ps axo comm,pid,%mem

Disk

Hard drive storage is something that evolves fairly quickly. With the advent of cloud 
computing, many end users are becoming less aware of where their files are physically 
located. Because people can be online anywhere, netbooks (with little or no storage) are 
being adopted.

In enterprise environments there are a lot of companies that have adopted the concept 
of a cloud storage and have implemented their own private cloud. In such environments, 
administrators still must be very involved in managing storage to support the could.

On Linux, to quickly see how much storage devices have and the capacity of those devices the 
command df -h will give this information at a glance.  Here is what the output looks like:

# df -h
Filesystem                            Size   Used Avail Use% Mounted on
/dev/mapper/vg_name-storage      50G   35G   13G  74%    /storage

Network

Although there is a lot of third-party software to monitor network traffic, Linux has several 
good utilities to show us what our network is doing.

While netstat, mtr, tcpdump and iptables will tell what a system’s network traffic is doing, 
there are a few commands that show us how well the network is handling that traffic.

iostat -n gives network statistics. The kinds of things to observe and compare are the reads 
and writes. sar reports give network statistics, but for really good usable information we 
recommend Nagios.

Changing Kernel Settings

For those who wish to have systems that really perform well, we would offer this advice: 
Do not be content with the default settings. There are many settings that will improve your 
system’s performance. The shortcoming of administrators is usually a lack of familiarity with 



what can be changed.

/proc/sys and /sys

Linux has two pseudo-filesystems worth mentioning. /proc/sys has an accompanying 
configuration file (/etc/sysctl.conf) and /sys, which has no such designated file.

In /proc/sys, there are sub-directories that correlate to the resources that are managed 
through this system. /sys has block information for devices about how other resources work 
with disk.

/etc/sysctl.conf

To persistently change the settings under /proc/sys, there is a configuration file called /etc/
sysctl.conf. Do not try to brave this document alone! Be sure to install kernel-doc, which 
contains a lot of kernel documentation. Included in this package are explanations about the 
settings under /proc/sys.

/etc/grub.conf

This is actually a link to /boot/grub/grub.conf. This is the configuration file for the bootloader. 
What this means is that any settings you wish to be passed to the system at boot time, when 
the kernel is loaded, can be persistently stored in this file.

Note: In the live environment this file does not exist.

Rather than speculate about this file, lets look at the kernel-doc files to see what settings can 
go in /etc/grub.conf. All of the options discussed can be appended to the “kernel” line of the 
grub.conf file.

/etc/modprobe.d/something.conf

Drivers sometimes have variables, or parameters, that can be set. Do see a list of drivers, or 
modules, run the command lsmod. Once you identify a module you would like to change run 
the command modinfo <module name>.

Within the /etc/modprobe.d/<module name>.conf file put the following:
options <module name> parameter=value

/etc/rc.local

This is the duct tape of the linux system. Anything that does not have a setting in a config 
file can be set here and you can have confidence that it will be applied each time the system 
starts or somebody changes runlevels.



kernel-doc

This package provides valuable information about kernel settings. It is always a good idea to 
install it.

# yum install -y kernel-doc

Lab activity

Determine the following about your system using commands:

Type of display adapter

Speed of your CPU

MAC address of your network card

Amount of physical RAM

Devise a method to ensure that the kernel module nf_conntrack_ftp is loaded everytime your 
system boots up.


